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Abstract
Companies have long faced a set of universal challenges: how can you get your customers to buy (and
buy more)? How can you keep your customers happy and serve them after they buy? How can you
learn what your customers are thinking about your company and your brand? The way that
companies have been tackling these questions has been changing dramatically in recent years due to
new quantitative technology methods.
Quantitative technology methods — defined as algorithms that use data collected and processed by
technology systems to support business operations and decisions — are currently in a
transformative stage. The current time is experiencing the coalescence of several factors: a data-rich
computing environment and powerful algorithms, a readiness on the part of industry to leverage
algorithms to automate processes, and a willingness from managers to allow systems to supplement
human judgment.
In this technical brief, we start with an overview of certain design elements that are characteristic of
quantitative technology methods that enable new business models. In addition to the overview of
this large-scale industry change, this brief describes three sample methods that were investigated at
UC Berkeley in collaboration with McKinsey & Company:
Recommendation Engines: When you visit a store, human sales reps help you by
recommending products. When you visit the store electronically from your computer in the webbased world, sophisticated algorithms can help recommend specific products for you during your
session. In this chapter, we survey the current state of the art in these recommendation engine
algorithms.
Automated Service Web Site Improvement: Previously, only your store workers or
customer service representatives on the phone could provide service to your customers. With the
web, customers can now come to your web site and get answers to their questions on their own.
But getting your web site to offer good service is not easy, since there are a host of issues that you
need to tackle to make information easy to find. In this chapter, we examine algorithms that can
identify web site design issues.
Sentiment Analysis and Opinion Mining: Managers of a company want to know what
their customers think. Customer service surveys or focus groups used to be the only ways to get
that information, but those methods are costly and unreliable because they deal with a small
sample size. Furthermore, today, a lot of the conversation about your company is happening
outside of the company on the Web in forums, review web sites, and other user-generated
content sites. In this chapter, we examine how quantitative technology methods can tap into
these unstructured sets of data to understand customer sentiment.
Over the next few years, newly established quantitative technology based businesses will reinvent
and expand the services sector while refining existing (and enabling new) business models. We urge
you to pay attention, because your company could use these methods to good effect.
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Chapter 1:
Intersection of Quantitative Technology and Business Models
Ikhlaq Sidhu, Susan Broderick, Burghardt Tenderich
Operations research professor and one of the fathers of linear programming, George Dantzig, created
what is considered to be one of the top 10 algorithms of the 20th century. The simplex algorithm, an
elegant way of arriving at optimal answers, greatly simplified linear programming and shaped the
entire field of optimization.
Simplex is an example of a quantitative technology method with great impact. The algorithm itself
helped generate new product and services businesses and transformed a number of existing business
models. This algorithm, first widely used during World War II, is still employed in industry in
manufacturing as well as revenue management, telecommunications, advertising, architecture,
circuit design and countless other areas.

Quantitative Technology Methods in Context
Quantitative technology draws broadly from engineering and business and interconnects theory,
development, and application from several fields of academic study, including:
•
•
•

Management science and operations research from a perspective of algorithms applied to
decision making in business applications including decision analysis
Computer science from the perspective of algorithms and data manipulation and high
performance systems
Entrepreneurship and innovation studies, which have developed our understanding of the
business and economic value derived from technological innovation as well as the methods to
derive value

The management sciences have been a strong source of quantitative technology methods. In the
1960s, Management Science and Engineering Professor Ronald A. Howard coined the term decision
analysis. Decision analysis, using decision theory and incorporating philosophy, theory,
methodology, and professional practice, is a systematic approach to solving problems under
conditions of uncertainty. By 1976, Howard was developing influence diagrams, decision trees and
envisioning automated aids. Today decision analysis is routinely used in the industrial, academic,
non-profit and government sectors.
H.P. Luhn, a computer scientist with IBM in the 1950s was the first to use the term business
intelligence (BI). He defined intelligence as “the ability to comprehend the interrelationships of
presented facts in such a way as to guide action towards a desired goal.” BI encompasses skills,
technologies, applications and practices used to help a business acquire a better understanding of its
commercial context or to the collected information itself. Common functions of business intelligence
technologies are reporting, data mining, business performance management, benchmarking, text
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mining, and predictive analytics. Luhn’s perspective has greater emphasis on computer science and
data interpretation as opposed to purely quantitative techniques.
Building on foundational BI concepts, Information Technology and Management Professor Tom
Davenport and Accenture Research Institute Fellow Jeanne G. Harris published Competing on
Analytics, the New Science of Winning in 2007. Their book describes the emergence of a form of
innovation and competition based on the extensive use of analytics, data, and fact-based decision
making that may be applied to a variety of business problems, including customer management,
supply chains, and financial performance. Davenport and Harris argue that top corporate performers
such as Amazon.com, Marriott International, Harrah’s Entertainment, and Procter & Gamble
achieve superior performance by using data to drive better decision making throughout their
organizations every day.
In How to Measure Anything: Finding the Value of "Intangibles" in Business (Wiley 2007), Douglas
Hubbard builds out the decision analysis field by providing tools to measure virtually anything. He
describes a methodology designed for business operations management or consulting with an
emphasis on taking measurements to increase the effectiveness of business decisions. The
application of his work is particularly focused on measurement of intangibles in business that tend to
go unmeasured due to a faulty assumptions about the ability, viability, or costs of making such
measurements. Hubbard uses tools such as clever calculation, quick estimation, Monte Carlo
simulation, confidence interval calibration, and statistical sampling as part of a larger methodology
to be used in making business measurements and ultimately business decisions.
Yale Law School and School of Management Professor Ian Ayres coined the phrase Super Crunchers
in his eponymous 2007 book. Super Crunchers refers to computational algorithms driven by large
data sets as well as the people who construct and use them. Super Cruncher algorithms have the
ability to surpass the judgment capability of human experts. Ayer’s argues that skilled people should
be comfortable with a combination of reasoning and statistical data analysis. He also promotes the
use of data mining, randomized testing, collaborative filters, data regression techniques, and other
computational methods. Super Crunchers’ main application is in area of predictions, such as affinity
matching and anticipation of consumer choices.
These developments in business intelligence and the decision sciences share with quantitative
technology algorithms the intent to simulate the subjective decision making power of a human mind.
The fields differ based on the purpose of the algorithms. BI and decision analysis helps define
methodologies or tools to assist in decisions related to operational processes and data sets.
Quantitative technology applications are intended to serve as a basis for business or product
creation, with potential for entrepreneurial opportunity or corporate innovation as we describe in the
rest of this paper.
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A Simple Taxonomy for Algorithmic-Driven Applications
How do we characterize quantitative technology methods? These applications can be reasonably
characterized by the following two factors:
1. How much risk is carried by the decision or service?
2. How much simulated judgment or interpretation is required?
To illustrate the technological and social relevance of the algorithms of quantitative technology,
below is an overview of applications (e.g., medicine, law, and aviation) that have and could be
transformed by quantitative technology methods.
Algorithm-Based Applications Increasingly Replace Subjective Judgment
Requires reliability, accuracy,
closed-loop feedback, and trusted models.

High-Risk
Decisions

Medical

Aircraft
Landing

Auto

Practice

Driving

GPS
Navigation

Policy, Law,
Regulation
STATE OF THE ART

FICO
Generation
Internet

Low-Risk
Decisions

Calculator

Number Crunching

Search

Art or Movie
Selection
Requires translation, multiple
disciplines, and large data sets.

Super Crunching
(Simulated Judgment
& Interpretation)

Figure 1: The dotted diagonal, illustrating the current state-of–the-art in technology, is expected to shift to the right to
include applications that increasingly encompass higher risk decisions and more nuanced human
interpretation .
Source: University of California, Berkeley, Center for Entrepreneurship & Technology

A calculator is an example of an application with low risk that mimics basic arithmetic principles —
human judgment is not simulated with this application. For this reason, it’s mapped at the lower left
portion of the taxonomy map. As we move up the y-axis, the risk associated with the application
increases as illustrated with autopilot-based aircraft landing. As the application encompasses higher
risk (e.g., the wrong answer to a math problem versus the loss of human life), the technical
architecture tends to require greater reliability and accuracy. These capabilities would typically be
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achieved through trusted models and closed loop feedback systems – they must be frequently
checked, rechecked, and auto-calibrated.
Alternatively, moving right on the x-axis of the taxonomy represents those applications that seem to
require more human judgment or those that must simulate the judgment of an experienced person.
For a computer to select a movie that a person may enjoy is an example. These characteristics,
which artificially simulate human interpretation, are typically achieved through translation from an
art or science to a computer or information based model. The quantitative model must encode the
qualitative, reasoning-based considerations. In addition, these types of models typically become
significantly more accurate when they are fed with larger sets of data (as is the case with Google’s
approach to spell checking, Amazon’s recommended book selections, as well as trained speech
recognition.)
The dotted diagonal line illustrates the state of the art in technology at the time of this writing.
However, we expect a shift to the right in the dotted line as we increase our capability to translate
qualitative reasoning into quantitative, data driven models and approaches. And as we shift, we will
see new products and especially new services within the quantitative economy. We predict that
automated driving, policy and legal tools, and eventually low-cost, high-quality healthcare are all on
the horizon. And, many applications will require both high-risk mitigation as well as simulated
judgment; and in these cases, data rich environments, the timescale of self-correction, and the
underlying architecture will all be critical to the system’s design.

Trends Driving Quantitative Applications and Business Models
Prior to the widespread use of credit scores, a loan applicant might be judged by any number of a
banker’s subjective evaluation criteria ranging from income level to dress and appearance. In 1956,
Earl Judson Isaac along with friend Bill Fair set up Fair Issac (FICO) and revolutionized the credit
industry while chipping away at the idea that certain decisions and processes require individual
subjective input. Today, credit rating is boiled down to one simple number, a FICO Score, a
mathematical formula that generates the credit score. 1 Through 50 years of FICO adoption, we have
witnessed an underlying change in our society. The idea that a loan can be granted or denied largely
by a formula has gradually shifted from impossible to unsettling and now to an accepted practice
that should simply be regulated.
Increasing Social Acceptance of the Automation of Complex, Qualitative Decisions
As a society, we have already become comfortable with this abstraction in every intelligent product or
service in the form of many low-risk decisions. Computers control the gas mixture in our cars; they
adjust brightness levels on our televisions; they figure out when food is ready to eat in a microwave
oven. And as a society, we are becoming increasingly comfortable with computer-assistance in
bigger decisions such as loan approvals, auto-pilot aircraft landing, and watching over our health and
finances. Both the market need and comfort level for letting computers make decisions has been
increasing.
1 To some degree, FICO is interesting simply because it shows that mathematicians can become entrepreneurs.
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Loan Application: Traditional Qualitative versus Quantitative Model

Positive Features

Qualitative Model:

Quantitative Model:

Flexible, expensive, and possibly unfair

Inflexible but fair and cost effective

+ An applicant can make a case with unique circumstances

+ All applicants treated the same.

since the banker has power to excuse issues.

+ Can be automated and inexpensive.
+ Statistically provides least errors.

Negative Features

- Requires banker with greater judgment, probably at a

- Mitigating factors cannot be overlooked.

higher cost.
- Cannot be automated.
- Greater variation: a banker can subjectively deny a good
applicant or accept a bad applicant.

Source: University of California, Berkeley, Center for Entrepreneurship & Technology

From the FICO example, we note that there is a potential value as well as potential negative effect in
human subjectivity. But the advantages in an automated approach result in fairness, costs savings,
and statistically better results.2
A final conceptual consideration is whether the algorithm or human can be trusted more? For
example to exaggerate the point, with our nuclear arsenal, do we trust people who can be influenced
by emotions or do we trust computer systems, which can be falsely triggered by sensors? Should a
human have the ability to override the computer’s decision, or should the computer-based system be
able to override the human’s decision when no threat has been detected? We expect to be faced with
the same sorts of dilemma when it comes to economics, finance, and health services.3
Richer Data Environment as Driven by Cloud Computing
Another significant trend toward the advancement of innovative quantitative applications is the
data-rich environment enabled by cloud computing and the sheer volume of data held in the cloud.
Quantitative technologies are not about offering services over a network (i.e, SaaS software as a
service) nor are they about scaling computing horsepower per application. The significance here is
that in order to simulate qualitative judgment with computing, the algorithms need to be fed with
lots of data, or alternatively pre-programmed with lots of finely tuned parameters. We believe that
the methods enabled by data-rich environments and statistical learning will continue to improve.
Here is a simple example: When you type a misspelled word into Google or Yahoo!, the site’s
algorithms generally know what you intended to search for. Search engines systematically save data
2 We should also note that being statistically correct does not mean that significant errors will not be made. Dr. Sam Savage’s work on the “Flaw of Averages”
provides a case in point that various statistical measures must be used cautiously.
3 We expect these issues to be analyzed in the context of risk management.
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from a large populations, which is used as statistical input for web applications. This large data set is
what makes the application to appear to have judgment. The local applications on your computer do
not know or record what mistakes other people type in, so they can they cannot develop that type of
simulated judgment.
Exponentially Growing Computing Power and Memory Density
On the supply side, computing power and memory density have historically been growing an
exponential rate. Our ability to crunch numbers has been increasing in the same proportion. In fact,
the cost of CPU cycles has become so inexpensive that we now burn most of them on graphic user
interfaces and screen savers (according to Wired Magazine). The combination of computing power,
storage density, and network communications speed is the essential ingredient for quantitative
innovations.
Increasing Complexity and Choices
From products, to lifestyle, to healthcare, consumers have so many more choices and preferences
than even just a few decades ago. On the demand side for quantitative applications, the number of
services and decisions continue to increase also at an exponential rate. Technology has the potential
to provide a layer of abstraction between high-level desires and the low-level decisions.
Summary of Quantitative Technology Application Trends
We expect the technology supply to continue to increase the aggregate ability and performance of
quantitative applications. At the same time, continued social acceptance and increasing needs will
continue to stimulate adoption. As both supply and demand increase, we expect the emergence of
the economic activity based on business models influenced by quantitative applications and
algorithms.

Increased Supply and Demand Drive Economic Activity based on Quantitative Technology
Supply Side
(Technology & Other Capabilities):
Lower cost computing
+
Data Rich environments
(implies) Higher Performance Quant-based Applications

Demand Side
(Consumer & Business Trends):
Increasing comfort with computer assistance
+
Increasing life complexity
(implies) Greater need for Quant-based applications

Source: University of California, Berkeley, Center for
Entrepreneurship & Technology
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Quantitative Technology: Elements and System Architecture
What are the building blocks of the quantitative method based economy. Our objective is to
understand the financial information flow before and after the quantitative method.
FICO Case, as an example of a system design:
Pre-FICO Model of Information Flow
Consumer

Subjective
Evaluation

Requires Credit

Consume and Repay

Lender

Source: University of California, Berkeley, Center for Entrepreneurship & Technology

Before FICO: The human banker who makes subjective decisions is in the middle of every credit
decision. After FICO: The collected data on the consumer is transformed into a FICO score.
The process is literally a quantization4 or scoring function, which maps subjective data into an
ordered and discrete value. The human has been moved out of the day-to-day decision process
related to a specific loan and only affects the policy as it relates to all customers and verifies
information collected.
Post-FICO Model of Information Flow
Requires Credit

Consume
and Repay

Consumer
AutoDecision

Credit Score

Lender Policy

FICO
SF(.)

Data-Rich
Environment

Source: University of California, Berkeley, Center for Entrepreneurship & Technology
4 Quantization generally refers to a process executed an Analog to Digital (A/D) converter, which transforms a continuous real signal measurement into a (binary)
number.
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The post-FICO model incorporates automated decision making and policy within a data-rich
environment. This model also highlights the concept of a generalized Scoring Function SF(.),
(mapping back to the FICO scoring function in this example) as a common building block of the
evolving quantitative economy. In other industries this may be the health indicator based on lab
tests or it may be the brand score derived from press articles in the media.
The Google Systems Case:
Now let’s extend this information flow analysis to a more quantitative-based model, as typified by
Google.
Google Model of Information Flow*
Consumer

Search Term
Optimizing
Data Filter
ODF(key,
ranked pages)

Page Rank
Quantizer
SF(web_page)

Google’s Data Rich
Environment including it Web
Crawler also results in Spell
Check, Keyword Price Index,
Language Translation and
other machine learning based
applications.

Deliver Page &
Advertising

Ad Quality Score via
Likelihood Estimator
LE (Ad clicks,
keywords)

AutoDecision

Price Generator
PG(Ad Quality, Bids)
via Real Time 2-sided
Matching Auction

Bid on Keyword

Advertiser

Measures ad’s relevance to search
term partly by click through

Feedback to advertiser (Analytics)
*Please note that Google’s ability to also automatically place ads in partner network sites is not been illustrated.

Source: University of California, Berkeley, Center for Entrepreneurship & Technology
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First, Google’s approach uses the Scoring Function in the form of its proprietary page rank algorithm
to translate from unstructured web pages to a numeric value indicating the correlation to of any
given key word search. Second, Google has taken the human out of the sales process with a two-way
auction approach to selling advertising. Google and the advertiser negotiate a sale through pure
data, math, and economics, no sales team or handshakes are required.
From the Google case, the trend starts to emerge. We believe that the Scoring Function is becoming
a common, but highly proprietary, element in quantitative technology. The page rank algorithm is
one example, which maps any page on the Internet to a numeric value. The Ad Quality Score
function is another type of scoring function, but more specifically it is a Likelihood Estimator (LE)5
that determines the effectiveness of advertisement when matched with the particular keyword that is
intended to trigger that advertisement. Its output is also an ordered value. A third key quantitative
tool is the mathematical Pricing Generator (PG) element, which simulates a real-time two-sided
auction. No humans are at the center of this process. Its protocol-driven, inspired only by economic
formulation.

Real-World Quant-Based Applications
FICO and Google are two data points that predict services for the next 20 to 50 years. Since the
advent of computing, we have continually pushed limitations of computer application. Quantitative
technology and ensuing business models and economic activity began over 50 years ago but have
recently picked up speed.
The next step in this technology evolution is to re-examine the systems that run industry and lifestyle
today. So many opportunities exist for computing to introduce innovation by adding a new level of
human-style judgment. How many so-called soft areas in policy, law, branding, marketing, voting,
are ready for assistance of qualitative computing support?
While business sectors such as finance and online marketing are leading the charge, it appears that
many industry verticals are ready to spawn new companies and business ideas for the quant-based
economy. Those business sectors are likely to include healthcare and professional business services
that require understanding the meaning of thousands of written documents. Online retailers are also
at the fore bolstered by algorithmically driven tools used by millions of internet users. Netflix and
Amazon are able to recommend movies and books based on previous user selections. eHarmony now
claims credit for 2% of U.S. marriages6 with its method for determining likely romantic matches.
Here we provide a brief survey of the current and potential of quantitative technology in each of the
following industries.
Finance
Finance is really the first industry vertical to take the plunge into quantitative methods because the
industry has always been focused on translating business results into numbers, particularly currency
(and have long had impressive data sets from which to work). For years, stock prices have been
5 Our definition for these design elements is provided in an appendix to this chapter.
6 http://www.eharmony.com/blog/2009/07/31/behind-the-number-of-eharmony-marriages/

9

University of California, Berkeley

Center for Entrepreneurship & Technology

modeled as random walks and Brownian motion. Options to buy and sell commodities are
systematically priced. Risks have been estimated, correlated, and bundled. The Gaussian Copula has
now become the most famous of the modeling tools, though critics believe that fundamental flaws in
its design and application led to the 2008 melt down of the international banking system7.
Hedge funds and currency traders routinely use data-driven models constructed by high-powered
mathematicians to decide what, when, and how much to buy or sell. All sorts of new ventures, new
funds, and new services have been developed to support the use of these quantitative tools within the
finance industry. In each case, people have been taken out of the middle of decision and operations
processes. A new set of tools that can also provide risk management and regulatory support are also
now on the horizon.
Web Advertising
Web advertising space is now sold through an auction process, and its return on investment (ROI) is
presented to marketers via easy-to-use graphical analysis tools. Google uses an automated process to
auction and place advertisement spots for key words hundreds of millions times per day, and
advertisers choose price, frequency and media target based on reliable data for how they convert best
on their advertising goals.
The qualitative process of selling and buying advertising has been literally transformed into an
algorithm. By automating the execution of business transactions, Google’s ad auction system takes a
significant step further than predictive tools, which are only designed to produce a basis for human
decision-making process. We submit that Google’s success over Yahoo! was precisely due to its
superiority in the Page Rank algorithm and AdSense-AdWords technology and not the superiority of
any other business function.
These innovative marketing practices haven proven disruptive to the old media business models and
have contributed to the decline in mainstream media and the rise of online and long-tail media.
Advertisers of the last generation would never believe this was possible. It has even empowered
editorial teams to determine future editorial content based on reader statistics presented by Google
Analytics: how many eyeballs spent how much time reading which sections of what article.
Medicine
The design of today’s medical practice is the interworking between the laboratory and the medical
record. The laboratory is where chemistry is translated into numbers and the records are where
these values are stored. Doctors prescribe medication largely on the basis of numeric estimators of
your health ranging from body weight, blood pressure to cholesterol level and glucose levels. When
patients take their health in their own hands, they use the same types of metrics. In fact, some
business ideas have been floated that would create a FICO-equivalent for health management or a
Zagat guide for ranking health providers.8
Of course, it’s true that a good doctor can use years of experience and judgment in a qualitative
manner to find hidden problems, but so can an expert system or protocol. However, a busy doctor
7 http://www.wired.com/techbiz/it/magazine/17-03/wp_quant?currentPage=all
8 http://www.diabetesmine.com/2007/10/the-zagat-guide.html
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may overlook something that an expert system would not.9 We already diagnose and treat ourselves
though a largely numeric process. And this trend will only increase in spite of the fact that
healthcare is inherently qualitative combined with the fact that health is an area that cannot tolerate
mistakes. Once the electronic patient records have become widely adopted and standardized,
entrepreneurial companies will be able to deploy data-driven management tools for use by doctors
and patients. If healthcare can run by data and models, then virtually any industry can go in this
direction and will benefit from this approach.
Communications Research
With the explosion of print and broadcast media after 1945 came a significant challenge for brand
managers and marketers: the overwhelming volume of the public record made it difficult to track
public discussions qualitatively. Brand managers and corporate communications executives began
investing heavily in qualitative public record analysis, and a number of companies were created on
the basis of using a combination of manual and automated methods for evaluating tonalities of
public discussions. While costly and repetitive, this process worked adequately until the rise of
online and social media led to the exponential growth of the public record.
There are estimates that by 2010, the world’s total digital information equals two stacks of books
lined up from Earth to Pluto.10 Innovative companies try to capitalize on this development by
offering a fully automated sentiment and text analysis software11. According to industry practitioners,
these tools, while valuable, are still in an early stage, as the problem of quantitative contextual
analysis is still a difficult one to solve.
Legal Profession
As the volume of data expands, legal workers are turning toward electronic discovery, defined as any
process in which electronic data is sought, located, secured, and searched with the intent of using it
as evidence in a civil or criminal legal case.12 New software companies are developing quantitative
systems designed to automate the process of searching through thousands of documents for relevant
information. In another legal example, the Chicago based firm, Oceantomo uses quantitative
approaches to actually generate the valuation of patents and IP portfolios.

9 A remaining problem however is that computers don’t yet have a compassionate bedside manner.
10 DVN Research, http://www.dlib.org/dlib/may09/mestl/05mestl.html
11 Examples include Biz360, Factiva, Lexalytics, Buzzmetrics
12 http://searchfinancialsecurity.techtarget.com/sDefinition/0,,sid185_gci1150017,00.html
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Appendix: Quantitative Application Elements
Based on the Google and FICO cases, we can now start to speculate on the categories of quantitative
tools or elements likely to be used in the economic activity driven by quantitative technologies. The
purpose of this analysis is to start to break down the architectural elements that will underlie
quantitative-based models and resulting quant-based economy.
The Scoring Function, (SF): The Scoring Function will be proprietary algorithms designed to
translate a complex real-world actualization via a measured data set or state into an ordered numeric
result with the intention of extrapolating a meaning of interest. To make these new Scoring
Functions SF(.), multidisciplinary skills and approaches will be needed, just as FICO needed to insert
the judgment of a lender into its scoring algorithm. This element is more effective in highly datadriven environments and may utilize machine learning and statistically oriented decision-making. A
large body of work already exists on the characteristics and types of scoring functions.13
Scoring Function (SF) Element

Input:
subjective,
rich data (e.g.,
financial
records)

SF(.)

Output:
ordered
numeric value
(FICO score)

Possible Control Parameters
such as contextual information.
Source: University of California, Berkeley, Center for Entrepreneurship & Technology

The Distance Function (DF): This function takes two data points, which may be in many
dimensions, and determines the similarity or distance between them. If the data points are numeric,
then many existing methods exist to find the similarity including Euclidean distance or collaborative
filtering techniques.14 It is however possible that data sets may not be so simple to translate because
they may be from rich data measurements that have various meanings associated. For example, how
similar are two works of art? The distance function (DF) is a well known nomenclature from
machine learning as well as communications. Note that we assume difference can be measured by
the inverse of similarity.

13 See Hubbard, Douglas.
14 “Collaborative filtering” applications partition users into groups by regression techniques. There are many ways to perform grouping or clustering. A related
example for interested readers is that of support vector machines.
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Distance Function (DF) Element

Input: two points from a
common set (e.g., two
photographs)

Output: numeric value
indicating similarity

DF(.)

Possible Control Parameters
such as contextual information.
Source: University of California, Berkeley, Center for Entrepreneurship & Technology

Likelihood Estimator (LE): Another variation of the Distance Function is a Likelihood Estimator. In
this case, the two input data points (again real world actualizations) are from two different sets.
Therefore they cannot be compared, but they can be correlated for statistical occurrence. LE may be
considered simply as the probability of intersection of any given data points. In data-rich
environments, this is simple to tabulate within fine levels of quantization. Regressions including
non-parametric regressions may be used when data the environment is sparse.
Likelihood Estimator (LE) Element
Input: Two points
from different sets,
(e.g., keyword, clickthrough per
advertisement)

LE(.)

Output: Numeric value
indicating statistical
occurrence. Ideally
indicating cause or effect.

Possible Control Parameters
such as contextual information.
Source: University of California, Berkeley, Center for Entrepreneurship & Technology
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Price Generator (PE) Element

The Price Generator (PG): This may include automated auction, protocol-based games, and other
economic pricing models to automatically translate supply and demand into a price based on
equilibrium pricing.15
Input: supply
and demand
signals

Output: selling price or
value (possibly predicted)

PG(.)

Possible market factors and trading rules.
Source: University of California, Berkeley, Center for Entrepreneurship & Technology

The Optimizing Data Filter: This function provides lists of possible solutions or optimal values. The
input is a data set that represents a solution space along with controls to set the constraints and
selection criteria (objective functions). These are potentially new algorithms to quickly make
decisions based on scores and/or lists of choices. The data filter is common database nomenclature.
We have added “optimizing” to bring in the concepts of simple prioritization according to objective
functions or scorings. However, we do not envision this as an element that requires significant
formulation of a model as with linear programming or other optimization tools.
Optimizing Data Filter (ODF) Element
Input: ranked or
unranked solution
space (e.g., list of
ranked web pages)

ODF(.)

Output: ranked or unranked list of
solutions or decisions. (e.g.,top 20
sites about Frisbees)

Possible constraints and selection criteria (e.g. top
20 that have the keyword “Frisbee” with higher
weighting to multiple occurrences.
Source: University of California, Berkeley, Center for Entrepreneurship & Technology

As yet, we do not know if these are the most fundamental quantitative tool elements because it is still
early in the development of such architectures. However, the common human values of rating,
similarity or difference detection, correlation, pricing, and decision-making are a fairly fundamental
set of cognitive tools. As we examine more systems, we may uncover other common elements.

15 While not specified, it’s possible that a useful Pricing Function for non-equilibrium models may be used for options and forward contracts.
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Chapter 2:
Recommendation Engines

Jansen Lai, Julián Limón Núñez, Minh Tran, Ikhlaq Sidhu, Anoop Sinha, Lester Mackey, Max Shen

Abstract
If you are a shopper looking at an enormous catalog, what should you buy? Getting a
recommendation has always been a useful way for you to help decide. That recommendation
traditionally came from a person - a sales rep, a friend, or a friend’s friend. In recent years, various
e-Commerce sites have started leveraging transactional data to give you automated
recommendations. These systems that give the automated recommendations are called
recommendation engines.
This paper explores the state of the art in recommendation engines techniques. In the introduction,
we analyze how successful companies have exploited the benefits of recommendation engines. We
also provide a brief introduction to the major quantitative techniques that modern recommendation
engines use. We also present the results of our implementation of lightweight versions of
recommendation algorithms and explore their applicability in different situations. We end with
some thought-starters on future application of these techniques in traditional industries that have
not been able to reap these techniques’ benefits yet.

Introduction
Recommendations are a way to make peoples’ lives easier when faced with a vast array of choices.
Traditionally, people have often turned to a friend, family member, or trusted reviewer when
deciding what movie to watch or what book to purchase.
Over time, people have turned to the “wisdom of the crowds” when making decisions. For example,
the New York Times bestsellers list or the iTunes most downloaded songs list shows the most
popular items. This shorter list helps narrow down the catalog, but it is not personalized and might
not match your tastes.
There are now more sophisticated recommendation engine techniques that give you personalized
recommendations. They suggests item that people with similar preferences to you have enjoyed. For
example, Netflix will utilize algorithms to make movie recommendations to you based on your prior
ratings of movies as well as the ratings of other users. These more sophisticated techniques are being
used very effectively to cross sell products and drive sales by many e-Commerce firms such as
Amazon.com.
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Current state
Recommendation engines are prevalent on the Web because the Internet is an easy and inexpensive
way to track customer behavior and aggregate, analyze, and display information to customers. Most
of these sites use a technique called collaborative filtering which look at your preferences and match
them to others preferences. Collaborative filtering not only provide more personally tailored
recommendations, but they provide access to the “long-tail” of the preference distribution by
suggesting niche but relevant items that the user may be unaware of. Numerous Internet companies
have utilized recommendation engines to their competitive advantage including: Netflix, Amazon,
and Pandora.

Pandora
Pandora Radio is an automated music recommendation service and is based on the Music Genome
Project, a sophisticated taxonomy of musical information. Each song in the Music Genome Project is
represented by a vector of up to 400 distinct musical characteristics. These attributes, which include
gender of lead vocalist, level of distortion on the electric guitar, type of background vocals, etc.,
capture the musical identity of a song as well as the significant qualities that are relevant to
understanding the musical preferences of listeners.
At Pandora.com, users can enter a song or artist that they like and the website will play selections
that are similar. When a user indicates approval of a song by clicking “I really like this song”,
Pandora’s algorithms can construct a list of similar songs based on that song’s vector using a
similarity function and make recommendations to the user. As a music discovery tool, Pandora not
only plays music that a user enjoys, but it also finds music that the user is likely to enjoy by artists
that he or she may never have heard of.
Pandora believes each user has unique musical tastes and the firm is able to leverage its quantitative
recommendation engine to provide a much more personalized radio experience to the user.
Currently, there are over 700,000 tracks in Pandora’s library and 48 million users each listen to an
average of 11 hours of music month.

Amazon.com
Amazon.com is America's largest online retailer, with annual revenues in excess of $24 B, which is
nearly three times the Internet sales revenue of the runner up, Staples, Inc., as of January 2010.
Amazon uses a proprietary recommendation algorithm known as item-to-item collaborative filtering,
to personalize the online store for each customer. The recommendations radically change based on
customer interests, showing programming titles to a software engineer and baby toys to a new
mother.
By creating a personalized virtual storefront for each consumer, Amazon is able to guide its
customers to products they would more likely buy. When looking at common web-based metrics
measuring the effectiveness of marketing methods such as click-through and conversion rates,
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Amazon’s rates vastly exceed those of untargeted content such as banner advertisements and topseller lists.
Amazon’s recommendation engine is unique because it highly scalable, allowing it to provide realtime, high-quality recommendations on its massive data set of products and consumers. Unlike other
existing collaborative filtering algorithms that attempt to find similar customers, Amazon’s item-toitem algorithm matches each of the user’s purchased and rated items to similar items, then combines
those similar items into a recommendation list.16

Netflix
Netflix is the world’s largest subscription service, streaming movies and TV episodes over the
Internet and sending DVDs by mail. To help subscribers navigate and access Netflix’s extensive
media library, Netflix has developed and maintained an extensive personalized movierecommendation system based on ratings and reviews by its customers, similar to the system used by
Amazon.com.
As Netflix’s management stated in its 2009 annual report, “we utilize various tools, including our
proprietary recommendation technology, to create a custom interface for each subscriber. We believe
that this customization enhances the user experience by helping Netflix subscribers discover great
movies.” The effectiveness and success of the recommendation functionality has translated into
Netflix’s subscriber base growing from 857,000 to over 14 million subscribers over the last seven
years, equating to a compound annual growth rate of nearly 50%. The recommendation system also
helps Netflix manage and maintain gross margin, subscriber acquisition cost, inventory churn rate,
and lifetime subscriber profit17.
The ability of Netflix’s recommendation systems to access and promote long-tail content has given
new life to Indie and less successful movies. This is known as the “Netflix Effect.” Traditionally, the
movie industry would only promote mainstream movies due to the pricey marketing cost, while Indie
and second-tier films would get little to no marketing and often get lost in the crowd. Since this
pattern of promotion is reinforced in the in-home entertainment video industry, the average video
store generates 80 percent of rental activity from only 200 titles versus Netflix, who generates 80
percent of rental activity from 2,000 titles. An example of the Netflix Effect was Memento, which
grossed only $25 million in theaters, but found new life in the Netflix after-market, becoming the
seventh-most rented movie ever on Netflix18. On October 1, 2006, Netflix offered a $1,000,000 prize
to the first developer of a video-recommendation algorithm that could beat its existing algorithm,
Cinematch, at predicting customer ratings by more than 10%.

Linden, Smith, and York, “Amazon.com recommendations.”
http://ir.netflix.com/ - 2009 Annual Report
18 http://www.wired.com/wired/archive/10.12/netflix.html?pg=3&topic=&topic_set=
16
17
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Collaborative filtering vs. Content-Based Quantitative
techniques
There are two main approaches in recommendation systems: content-based and collaborative
filtering19.
The content-based strategy focuses on profiling users or items depending on their specific
characteristics or attributes. For example, a new book can be recommended because it is written by
an author the user enjoys. Or, a new song can be recommended to a student because other students
from the same university (or with similar demographics) have also liked this song. Content-based
approaches, however, require collecting external information that may not be easy to obtain.
Collaborative filtering (CF) strategies, on the other hand, do not require the creation of explicit
profiles based on attributes. They rely only on past user behavior—previous transactions by the users
in the dataset. Collaborative filtering techniques “analyze relationships between users and
interdependencies among products, in order to identify new user-item associations”20. They are thus
useful in situations in which attributes of the items or users are expensive or difficult to collect.
Moreover, collaborative filtering methods can identify new associations that do not depend on
attributes, but on more subjective characteristics like “taste” or “hype”. For example, a CF system can
recommend a new book to a user depending on what similar users have liked in the past, even if the
user has never read the author or the genre. Or, they can recommend a new song to a student
because it is similar to the songs she has given high ratings in the past. And this measure of
“similarity” does not depend on the artist, the genre, or the notes in the song; it only depends on the
rating patterns for songs across all users in the dataset.

Collaborative Filtering
More abstractly, collaborative filtering can be thought of as missing value estimation. Given a set of
users and the scores they have awarded to items they have bought or rated, the goal is to predict the
scores they are likely to provide to the rest of the items. Or in mathematical terms, the goal is to fill
the unknown entries of a sparse preference matrix. The observed user-item scores measure the
amount of interest between respective users and items. Those user-item scores are usually called
ratings and they constitute the input to the collaborative filtering algorithms.
Success in collaborative filtering algorithms is usually measured through a reduction of the error.
Algorithms normally predict an unseen set of ratings using a training set. Then, these ratings are
compared against the actual ratings users gave to those items. The idea is to reduce the difference
between the predicted rating and the true preference. There are several techniques to measure this
difference, but the most commonly used is the Root Mean Square Error (RMSE) between the true
rating and the predicted one.
Bell and Koren, “Scalable collaborative filtering with jointly derived neighborhood interpolation
weights.”
20 Ibid.
19
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KNN
The most popular technique in collaborative filtering is the neighborhood approach, also known as
“k-nearest neighbors” (KNN). The main idea behind this approach is that similar users tend to rate
similarly, or that similar items tend to be rated similarly. This simple and intuitive technique has
proven to be quite effective.
There are different ways to calculate similarity between users or between items: Euclidean distance,
Pearson correlation, and Cosine similarity are some of the most common metrics. They provide a
ranking of the similar items to a given item (based on the users who have rated both items), or a
ranking of the similar users to a given user (based on the items that have been rated by both users).
The Pearson correlation is a good indicator of similarity in collaborative filtering environments21.

Figure A-1: Pearson correlation

The Pearson correlation calculates a similarity value between vectors. For example, take two users, A
& B. Create a vector for each with the ratings from each for each item. The Pearson correlation
determines how linearly correlated the two users are.
The same equation can be used to calculate similarities between items. To calculate the similarity
between item I and item J, two vectors with the ratings that those items have been given by all users
who rated them both must be constructed. The Pearson correlation determines how linearly
correlated the two items are.
This technique can determine the nearest neighbors by two different types of information: item-item,
how the subject user rated similar items; and user-user, how the subject item was rated by likeminded users. In collaborative filtering datasets, there typically are more users than items. For that
reason, the user-oriented approach is considered to be slower and less accurate. This paper will be
focused on the utilization of the item-item approach, which produces faster and more accurate
results
Having generated a list of similarities between items in the dataset, the k-nearest neighbors to a
given item are selected—the k items in the dataset that rate similarly to a given item. Finally, a
prediction is generated using the ratings that the user had previously given to these k-nearest
neighbors. The prediction can be a simple average of those ratings or a weighted average of the
ratings (depending on their similarity).

21

Herlocker et al., “An algorithmic framework for performing collaborative filtering.”
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For example, if we are trying to predict how Mike is going to like Lord of the Rings 3, we first need to
select the k most similar movies to Lord of the Rings 3—let’s say they are Avatar, Lord of the Rings
1, and Lord of the Rings 2. Then, we can average the ratings that Mike has given to these three
movies to predict the rating he is likely to give to Lord of the Rings 3.

Table A-2: KNN Example

The KNN approach is very intuitive and powerful and can produce accurate predictions. For simpler
and faster predictions, the Slope One technique, which is described in the next section, can be used.
For more accurate predictions, however, techniques like Matrix Factorization and Restricted
Boltzmann Machines (RBMs) can be used. We will briefly discuss them in the following sections.

Slope One
Slope One is considered to be the simplest form of ratings-based collaborative filtering22. The Slope
One algorithm works on the premise of “popularity differential” between items for users. It
determines how much better liked one item is compared to another. Because of its simplicity and
efficiency, is has been widely used on real-time recommendations. It is simpler and less accurate
than the KNN approach, but can be useful in time-sensitive situations.
Instead of using user-specific data, the algorithm relies only on item averages. Using the average
deviation of on item with respect to others, Slope One provides an approximation of the general
“popularity” of the item that is used to come up with a prediction.
The algorithm can be improved when factoring in items that a user liked separately from items that a
user disliked (bi-polar Slope One). It can also be improved using a weighted average (weighted Slope
One).
22

Lemire and Maclachlan, “Slope one predictors for online rating-based collaborative filtering.”
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Matrix Factorization
Also known as matrix decomposition, matrix factorization is a technique that factorizes a matrix into
some canonical form23. In collaborative filtering, it is used to reduce the dimensionality of the
preference matrix according to a number of factors. Since matrices tend to be large and sparse,
different techniques can be used to handle missing data.
Having a smaller representation of the preference matrix can help to reduce the amount of time
required to test different algorithms. It has also been found that, through matrix factorization,
certain properties of the data can be learned using a training dataset. These factors can be used to
predict new behavior when presented with a new dataset. The big advantage of these methods is that
they can be trained efficiently and predictions can be generated quickly24.

RBM
Restricted Boltzmann Machines (RBM) can also be used to improve the accuracy of predictions. This
is a learning algorithm that predicts future data based on a learning dataset. In essence a RBM
calculates a low dimensional representation of the visible units. This property can be used to
calculate user and item features25. To generate a prediction, the classic RBM computes the
probability that a given rating is a 1, 2, 3, 4 or 526. This technique draws from probabilistic theory to
improve the quality of the results.
Moreover, RBMs can be used in conjunction with a KNN approach to produce very accurate results.
They are, however, specialized techniques that depend on the quality of the training dataset.

Results of lightweight algorithms
We experimented with various KNN algorithms in order to get hands-on experience on the ease of
implementation, accuracy, and required time to run them. We wanted to experiment with
lightweight versions that could be possibly applied in traditional brick-and-mortar stores if they were
integrated into a customer management system.
Because of the availability of the dataset and the existence of previous open-source libraries that
could be implemented without additional data structures, we decided to run our experiments using
the Netflix Prize dataset. Netflix had provided a training dataset of 100,480,507 ratings that 480,189
users gave to 17,770 movies in a competition (the Netflix Prize) to improve its recommendation
algorithm. A subset of the training dataset, the probe set, could be separated from the training
dataset to test different algorithms. We used the training dataset (minus the probe set) as the input

http://en.wikipedia.org/wiki/Matrix_factorization
Töscher, Jahrer, and Bell, “The BigChaos Solution to the Netflix Grand Prize.”
25 Ibid.
26 Piotte and Chabbert, “The Pragmatic Theory solution to the Netflix Grand Prize.”
23
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to our recommendation algorithms. The results of the recommendation algorithms were later
compared with the actual results to determine the accuracy of each algorithm.
We used two existing libraries to handle the Netflix dataset: a Python library and a C++ library. The
first one was a Python library called Pyflix27. Using Pyflix we created indexes for users and movie
data and implemented simple averaging algorithms. However, we struggled to implement a KNN
algorithm using Pyflix because of the large amount of data that had to be processed and the
limitations of the Python language. Thus, we decided to explore a low-level language such as C++ to
handle memory issues. We used a C++ library called Icefox framework28 that provided improved
indexes and memory management.
We implemented a simple item-based KNN algorithm that averaged the ratings of the nearest movies
to provide a recommendation. Next, we implemented another item-based KNN algorithm with
weighted average. This time, the similarity of a movie to the subject movie was used to weigh its
rating. Finally, we implemented a user-based KNN with weighted average, which took significantly
more time to run and provided worse results.
We also explored with different thresholds for maximum neighborhood size (k), minimum
neighborhood size, and the minimum number of users in common to proceed with similarity
calculations. We observed that KNN algorithms tend to provide worse results when a very large
neighborhood size is selected. The best results were obtained with k=30, a minimum neighborhood
size of 5, and requiring 24 common viewers in every movie pair to be considered for similarity
calculation. The details of the best runs for all algorithms can be found in table A-3.
We compared our results to the ones obtained by Netflix proprietary algorithm (Cinematch) and to
those obtained by the team that won the Netflix Prize (Bellkor’s Pragmatic Chaos). Cinematch uses
"statistical linear models with a lot of data conditioning"29. Bellkor’s Pragmatic Chaos is a blend of
hundreds of different algorithms that were optimized for the Netflix Prize. We obtained results which
are comparable to Netflix Cinematch algorithm using a significantly simpler approach. Although our
lightweight algorithm does not outperform the “state-of-the-art” Bellkor’s algorithm, it is general
enough to be applied in a number of different datasets and does not require additional training or
expensive computing power.

Pyflix is available on http://pyflix.python-hosting.com/
Icefox framework is available on http://benjamin-meyer.blogspot.com/2006/10/netflix-prizecontest.html?program=NetflixRecommenderFramework
29 http://www.netflixprize.com/faq
27
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Implementation
Efforts

Preprocessing
time

Run time

Accuracy
(RMSE)

User Average

Low

1 minute

< 1 minute

1.07

Item Average

Low

1 minute

< 1 minute

1.05

Item-User average

Low

2 minutes

< 1 minute

1.01

Simple KNN (item-based)

Medium

3 hours

1 hour

0.95

KNN + Weights (user-based)

Medium

10 hours

2+ hours

0.94

KNN + Weights (item-based)

Medium

3 hours

1 hour

0.93

User Average

Low

1 minute

< 1 minute

1.07

Team implementation

Table A-3: Results obtained after the implementation of different lightweight recommendation algorithms using the
Netflix Prize dataset.

Algorithm

Implementation
Efforts

Preprocessing
time

Run time

Accuracy
(RMSE)

Netflix’s Cinematch

N/A

N/A

N/A

0.95

BellKor’s Pragmatic Chaos

High

N/A

N/A

0.86

Benchmark

Table A-4: Results obtained by benchmark algorithms

Future applications
While recommendation engines have predominantly been used on the Web, they have the potential
to be used to great effect in the world of traditional retail. The challenge in utilizing quantitative
techniques in traditional retail businesses lies primarily in capturing customer data at the point of
purchase. There are firms that now capture customer purchase data via rewards cards and provide
post-transaction recommendations through coupons. Further advances in technology such as bar
code scanning mobile phones or others are paving the way to provide recommendations in a more
seamless and real-time manner.
As a thought example, a firm such as IKEA has a great opportunity to utilize recommendation
engines to maximize cross-selling opportunities. IKEA is the world’s largest furniture retailer with
an expansive product line. In addition to flat-pack furniture, it sells accessories, bathroom items,
kitchen items, food, etc. As customers explore an IKEA retail store, they currently record the
furniture items they are interested in on a traditional order sheet (via pen and paper). When they are
done shopping, the customers refer back to the order sheet and pick up the items in the self-serve
warehouse prior to check out. A convenient alternative to the order shseet would be for the
consumer to track items through a mobile phone application or an IKEA-provided scanning device.
If the customer scans or takes a photo of an item using a handheld device, not only would the
application keep track of items for the customer, but it would also capture useful viewing and
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purchasing data in real-time. IKEA can then use this data in conjunction with collaborative filtering
techniques to provide recommendations directly to the customer through the device, similar to
Amazon’s “Customers who bought this item also bought” feature.
With the advent of location-based services, the device can even help navigate the customer directly to
the recommended item. Another way to leverage recommendation techniques is to have display
monitors scattered throughout the store. Given that the customer is viewing a particular item (e.g. a
kitchen table), a nearby display can recommend another item that the consumer may also be
interested in that is located in another part of the store (e.g., pots and pans in the lower level).
Given sufficient customer data, interesting relationships will emerge. For example, perhaps the data
indicates that people who purchase a certain type of bookshelf is also likely to purchase a certain type
of bar stool. Finding non-obvious complements precisely illustrates the power of quantitative
recommendation techniques – these techniques will help firms cross-sell products more effectively
and increase sales.
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Chapter 3:
Automated Service Web Site Improvement
Sameer Agarwal, Larry Sun, Jiening Zhan, Ikhlaq Sidhu, Anoop Sinha

Abstract
How can we automatically improve the web site of a particular company using quantitative
methods? Our goal is to both improve the usability of the web site while also increasing ease of
finding information.
In this case, we specifically take the case of a telecommunications company that is trying to
make it easier for customers to find and buy its products while also improving the customer
satisfaction of its web site. This example telecommunication service provider has web presence
to facilitate users in purchasing products and providing troubleshooting tips. But for the
purposes of this exercise, let’s assume that the web site has low customer satisfaction. The low
customer satisfaction leads to a lot of calls into the call center, which cost the company money.
Our approach here will make some assumptions about mathematical characteristics of an
optimal, value-creating web site design (i.e., one that solves the customer’s problems and helps
avoid call center calls). Next, we will talk about quantitative methods that can be used to
measure the value created by each page and entire website and the accessibility of the web site.
Lastly, we will briefly demonstrate the advantage of applying the techniques we used in our
study.

Introduction:
A company’s web site can potentially offer a number of advantages. First, it could lower the
cost of customer service by migrating customers from call center to web services. Second, it
could improve availability of the customer services, potentially 24 hours a day, 7 days a week.
And finally, the web site could be used to cross-sell and promote other products, which would
increase the company’s value.
In order to achieve these advantages, the customer of the company will have to be happy with the
web site. The customer would need to consider the web site to be an easy and intuitive web site
that can assist him or her in making a purchase. The customer would want a clear site structure,
so that he can get to a piece of content within a few clicks. The customer would want to be able
to successfully navigate the site without the help of a human.
What in the web site would make a customer happy to use it? Our team believes that the web
site needs to balance between the three elements of web design: accessibility, user interface, and
value.
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Part A: Elements of Web Design
There are three dimensions of a successful web site that we will look at and consider quantifying:
user interface, accessibility, and value creation. In the following section, we detail a set of
assumptions about these characteristics, which will allow us to apply quantitative approaches to
making web sites better.

1. User Interface
We believe that every user has a distinct taste to a design. Thus, it illogical to derive a universal
quantitative score for the effectiveness of the user interfaces as each user would have a different
score. On the other hand, we firmly believe that a user interface is critical in delivering a
satisfying experience to the users.
Instead of directly quantitatively modeling user interface, we focused on modeling two variables:
accessibility and value. We can consider these two variables as part of our modeling and
leverage the quantitative measurements as cues in improving web site design and content
organization.

2. Accessibility
How accessible is a piece of information to a potential user? The accessibility of information
will determine how engaging the web service is. The accessibility is related to how logical the
content and linkage are structured. If there isn’t good logic, the user will suffer frustration and
end up resolving a problem by calling into the call center.

3. Value
Not all pages have the same value on a web site. Some pages generate value directly, such as a
page where an item can be purchased. On the other hand, the pages that have purchases might
hold the key to customer satisfaction, such as troubleshooting section of the web service. Lastly,
there are pages that are not purchases pages or customer satisfaction pages, but they do provide a
complete experience to a customer.
By taking an approach where we compute page values, we will allow web developers to promote
and reorganize the content, so that low value pages are removed and value generation pages that
are both important to the business and the customers are promoted to higher position in the site
structure. Consequently, both business and customers will benefit from a simpler and intuitive
content organization.
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Part B: Quantitative Methods
In this section, we describe some quantitative methods that we will use to analyze a website. We
first perform statistical analysis based on the website's log data to understand the efficiency of
the underlying web structure. Next, we measure the importance of each page by algorithmically
assigning each page a value number. Finally, we quantify the usability of a website using an
algorithm that measure's the site's ambiguity score. (More specifically, we will introduce an
enhanced version of a promo (promotion) algorithm to derive signals that quantifies the
importance of a page, as well as a site ambiguity measurement based on TF-IDF and InfoScent.)

1. Statistical Log Analysis
Cycles Detection
Do users get confused on a web site and end up going in circles? We measure the number of
cycles that users experience while visiting this website to understand the efficiency of the web
structure. Figure 1 shows the path of a user session where the user starts at web page A and
eventually wants to reach page E. However, he becomes confused and goes to pages B instead.
From page B, he then visits page C and then ultimately arrives back at page A. We define the
steps from A -> B -> C ->A to be a cycle of length 3. A large number of cycles suggest that users
are generally becoming confused while surfing this website. A small number of cycles imply
that this website is efficiently designed for users.
We obtained 6 months of log data from a university's website consisting of over 10,000 user
sessions. Figure 2a is a histogram displaying the cycle lengths while figure 2b shows the
empirical conditional distribution of the cycle lengths. The empirical conditional distribution
function F(x) is the fraction of cycles with lengths smaller than or equal to x. From this we
observe that while most cycles are relatively small, there is a non-trivial fraction of cycles of
long lengths. We observe that 45% of the total fraction of cycles that have lengths more than 5.
This high fraction of long cycles suggests that this website is not efficiently designed for user
accessibility.
Figure 1: Cycles in User Session

A	
  
D	
  

B	
  
C	
  

E	
  
27

University of California, Berkeley

Figure 2a: Histogram of cycle lengths

Center for Entrepreneurship & Technology

Figure 2b: Empirical Distribution of Cycle Lengths

Page Value Model
For this specific method, by value we mean does a page generate revenue or avoids cost. In a
given website, not all pages have an actual value.
In the case of an eService website, the value pages include the troubleshooting pages (which
could avoid in-bound call center calls) and those that sell products or services (which could
generate revenue). We observe that pages with actual value contribute to the value of other pages
according to the user traffic between the pages. We develop a general revenue model as follows:
1) We assign the value of specific pages based on the real revenue the page generates or the
actual cost that is avoided on this page (in the case of a troubleshooting page)
2) Using log analysis, we determine the transition probabilities between the pages
3) We then calculate the value of each page based on the actual value pages and the transition
probabilities.
We consider a specific example in Figure 3. In this case, page C generates an actual revenue of
100. Based on log analysis, we find that 25% of the users who click on page C come from page
A, 50% of the traffic is from page B and 50% of the traffic is from an external referrer like
Google. The value of page A is given by
Value of page A = fraction of traffic from A to C*value of page C = 0.25*100 = 25
Based on a similar calculation, the value of page B is 50. We can easily extend this tool to
calculate the value of each page in a general graph.
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Figure 3: Page Value Model Example

2. Enhanced Promo Metrics (EPM)
Once we have assigned a value to every page in the original website graph, we next propose a
metric for quantitatively measuring the relative importance of every page in the website. This
metric takes into account the value of every page, the number of clicks it received and its
distance from the homepage in the original website.
Number of page clicks and its page value directly co-relates with page importance. Further,
distance from the homepage is an important characteristic of a page as well. Past work [1] in this
area has shown that it as a major affect on the accessibility of a page, which in turn affects its
importance. The intuition behind this is a simple observation that if two different web pages at
different levels in hierarchy generate the same value and get an equal number of user clicks, the
page which is lower in hierarchy was harder to reach and hence should have a higher importance
metric assigned to it.
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Based on the above observations, we come up with an Enhanced Promo Metric (EPM) value for
every page p given by:

EPMp = d2 * f (c, v)
Here d is the shortest distance between the page p and the homepage r in the webgraph and f (c,
v) is a function of the page value and the number of clicks. For the purpose of our
implementation, we defined it as:

f (c,v) = α∗c + (1 - α)*v , 0 <α≤ 1
Figure 4: This shows a sample webgraph. In this example, if page A's value was 5000 and it
received 2000 clicks, then its EPM value could be 32 * (0.5 * 5000 + 0.5 * 2000) = 31500.

Figure 4: Example of EPM Relationships

The pages are then arranged in the decreasing order of their promo values and our algorithm tries
to promote pages with higher EPM values up in the hierarchy.
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3. Site Ambiguity Score (SAS)
Page accessibility is another important element of website design. A page that has too many links
or a lot of ambiguous and similar looking links will end up confusing the user. The user might
click the wrong link, which eventually leads him to move around in circles. This leads to user
frustration. Ultimately, the user might end up leaving the website, which has an overall negative
impact on the total revenue.
To quantify this measure of page accessibility, we propose another metric called the Site
Ambiguity Score (SAS). The intuition behind proposing this metric is to quantify the ambiguity
associated with every website based on the probability that a given user with a specific intention
in mind reaches his target page(s). Further, given a set of user intentions, the respective
probabilities of clicking a given link is calculated using an algorithm that takes into account the
lexical distance and tf-idf weights [2] between the intention and the link text.
The SAS calculation can be best explained with a simple example. Figure 4(a) depicts a synthetic
example website graph for comcast.com. This consists of a number of pages with hyperlinks
linking to other pages. Each hyperlink is associated with some text based on which a user can
infer its content before clicking on it. For instance, in this example, the Comcast homepage has 3
hyperlinks, which refer to new internet connection, new connection and new phone.
Now, suppose a user comes to the website with an intention of getting a new phone connection.
Based on this intention, he clicks the given 3 links with certain probabilities based on how
lexically closer these links are to his intention. Based on the probability of clicking these links,
we then calculate the conditional probability of the user clicking further links, which in turn
helps us in calculating the probability of a user ultimately reaching his target page(s) for the
particular intention.
The inverse of this probability gives the SASi score for the particular intention. The SAS score of
the site is essentially the sum of all the SASi scores over all user intentions. Figure 5 shows the
different SASi scores for 2 different websites. Clearly, higher the probability of a user reaching
his intention pages, lower is the SAS score and lesser is the site ambiguity.
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Figure 5: Intention Analysis & SAS Calculation

Part C: Holistic View of Web Content
Web-View
Using our metrics and algorithms, we provide a new holistic view of the web content structure
akin to a site map (see Figure 6). Given a website, we first extract all the web pages. We cluster
these web pages based on lexicon distance but allow for some overlap between the clusters. As a
result of the clustering, web pages with similar words are grouped together.
We then associate with each cluster a set of tags that describes the web pages in the clusters. On
the first page of our web-view, we will display the tags associated with each cluster. In addition,
we will also provide links to several pages with the highest Promo Values. We then repeat this
process iteratively.
It can be easily seen that clustering maximizes the SAS score since similar pages are group
together and associated with the same tag cloud and pages that are very different in content will
be associated with different tag clouds. Hence, our new view of the website content structure is
optimized for both accessibility (based on the SAS metrics) and value (based on the Promo
Metrics).
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Figure 6: Web-View

Conclusions
After research and implementation on the methods above, our team built the following 5 tools:
•
•
•
•
•

Page valuator: quantifies the value each page generates
Enhanced Promo Metric generator: quantifies the importance of the page, enabling the
discovery of most valuable asset
Site Ambiguity Score evaluator: quantifies the accessibility of a web site
WebView generator: A viewer to a proposed alternative content structure of the web site
Revenue predictor: Predicts the potential revenue based on the value generated by page
valuator, statistical log analysis, and new content structure

The tools that we built in this work are designed to help any business automatically optimize
their web services. The goal of these tools is to help automatically organize the website
information in an intuitive way, so that it enables user to make decisions quickly and clearly.
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With the limitation of time and resources, our team did not have a chance to conduct real world
experiment to fine tune and finalize the tool set. As the next step, we would need to work with
real world clients to optimize our tools.
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Chapter 4:
Sentiment Analysis and Option Mining
Dhiren Bhatia, Robert (I-Hsiang) Chang, Zachary Travis, Daisy Zhe Wang , Andrew E.B. Lim,
Josh Newman, Ikhlaq Sidhu, Anoop Sinha

Abstract
The recent explosion of social media and emergence of new online social behaviors has created new
opportunities as well as challenges for businesses. Word of mouth is now spreading at an
unprecedented speed on the Internet while businesses' ability to keep track of what people are saying
remains for the most part limited.
One potential technology that can lead to better monitoring of word of mouth is sentiment analysis
(a.k.a., opinion mining). It applies principles of machine learning and statistics to automate the task
of analyzing opinions. This technology is made possible due to the extensive academic advances in
machine learning and natural language processing. The goal of this technical brief is to provide an
overview of sentiment analysis for businesses.
In this chapter, we give an overview of the technology of sentiment analysis. First, we will explain the
importance of word of mouth on-line and point out its economic implications. Second, we will
discuss and compare specific machine learning algorithms that we have implemented with special
attention paid to the prospects as well as the limitations of the technology in the long term. Finally,
we will discuss how to transform data into meaningful information for decision makers via various
data visualization and aggregation methods.
In time, we believe the technology of sentiment analysis will have a deep impact on business
practices in areas ranging from strategy to operations.

Part A: The importance of opinions and word of mouth
In this section, we will investigate how opinions and word of mouth have becoming increasingly
important for businesses.

1. Rise of social media & new online social behaviors
Facebook currently has more than 500 million active users worldwide and Twitter just reached 150
million users in 2010. 50% of the Facebook active users log on on a daily basis and spend on average
500 billion minutes on Facebook per month. More than 25 billion pieces of content (web links, news,
blog posts…etc) are shared each month [2]. These statistics are unprecedented -- a critical mass of
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active individuals is now sharing and receiving word of mouth at a speed that is never seen before.
According to two surveys of American adult users [3] [4]:
• 2/3 of global internet users visit social networks on a daily basis.
• 1/3 of internet users actively post opinions, comments and reviews online.
• 81% of the internet users have done an online search on a product at least once
• 20% do so on a daily basis

The explosion of social networks is evident, and this growth is primarily driven by easier access to
the Internet, the lower cost of sharing information electronically, and tighter bonds between/across
online users. These factors provide more incentives for individuals to share and exchange their
viewpoints. Opinion sharing and referencing, without a doubt, has become the norm of online social
behavior.

2. Economic value of words of mouth
Intuition tells us that word of mouth affects individuals’ purchasing behaviors. While it was
traditionally difficult to verify consumers’ self-reporting behaviors, with the availability of large data
sets from e-commerce sites such as eBay and Amazon.com, behavioral economists have tried to take
advantage of this information to do careful statistical and economic studies. Many studies have
found that the connection between review polarities and purchasing attributes such as selling price
and volume are in fact statistically significant [5] [6] [7] [8] [9] [10], and only a very few papers have
concluded the contrary [11] [12].
According to Horrigan [4], between 73% and 87% readers of online reviews acknowledged that these
reviews significantly affect their purchasing behaviors. Resnick, et al., conducted the first
randomized controlled field experiment of an internet reputation mechanism on eBay and showed
the following results [13]:
• On average, 3.46% of sales are attributable to the seller’s positive reputation stock.
• The average cost to sellers stemming from neutral or negative reputation scores is
0.93% of the final sales price.

If we extrapolate this data to eBay’s total annual auction sales, sellers’ positive reputations added
more than $220 million to the value of sales. Non-positives reduced sales by about $60 million.

3. New opportunities for businesses
In what ways can businesses leverage opinion sharing and referencing on-line and extract these
values and gain business advantages? Here we showcase three areas which sentiment analysis can
bring significant changes to existing practices. The common theme of all three examples is that the
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utilization of sentiment analysis transforms business operations from a passive, event driven exercise
to an anticipatory, data driven one.
Marketing

Customer Support

Crisis
Management

Past

Paper Survey
Focus group

Call center
Walk-ins

Ad-hoc
Non scientific

Present

Electronic surveys
Questionnaires

eService
Online chat

Scientific
But often delayed

Future

Voluntary reviews.
Real time monitoring

Reach out to customers
Participate in discussion

Scientific
Active,
More anticipation

3.1. Marketing
In marketing, paper surveys and traditional focus are expensive and inefficient. Response rates tend
to be low and responses sometimes less than candid. More recently, paper based surveys are being
replaced by electronic ones, but similar issues such as biased responses and small sample sizes
remain unresolved.
Sentiment analysis offers a different method in collecting market feedback. It automatically scrapes
people’s voluntary opinions in real time. The scraping is flexible -- opinions from blog posts, social
networks and news reports can all be collected. As a result, the market feedback system becomes
more data driven and more accurate, and we can better profile consumers, understand general
market perceptions, and predict trends.

3.2. Customer Support
Customer service is another area which sentiment analysis could provide drastic improvements. In
the past, customers need to either call to the call-centers or walk in to a physical store for trouble
shooting. The wait time could be long and the process could be lengthy.
By monitoring consumers’ tastes and feedbacks in real time as they post to social network web sites,
companies get a better grasp of their consumers’ experiences. Sentiment analysis aggregates these
opinions and identifies potential problems in order to reach out to the customers before or as the
problems develop. Early problem identification will lead to earlier remedial actions. As a result,
customers would perceive more individual attention, and their overall satisfaction would likely
increase.
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3.3. Crisis Management
Crisis management is difficult because it is often time sensitive and unexpected. For instance,
Toyota faced a media firestorm due to suspected problems with the cars acceleration.
With the aid of sentiment analysis, companies can backtrack through the crisis formation process:
identify what the problems are, learn how complaints are spreading, and predict where the wave of
negative sentiments is likely to go next. It can give decision makers immediate updates on the
situation, and give them a better picture of the crisis. This would help decision makers to refine their
strategies and focus their time and resources on necessary interventions.

Part B: The technology behind sentiment analysis
In this section, we will describe the quantitative methods of sentiment analysis. We will first discuss
the data collection process and then explain the actual algorithms. Subsequently, we will compare
prediction accuracies via different models. In the final part, we will comment on where the
quantitative methods might be heading in the future.

4. Data scraping and processing
We ran some sample tests in this work. The source of our main data set for this project was
TripAdvisor (www.tripadvisor.com), an online hotel and travel information website that provides
customer reviews, articles, bookings, and other services.
The data collection was accomplished through automated HTML scraping, a process in which a
program behaves as an automatic browser, generating and sends HTTP requests to the target
website, then parsing the delivered HTML page to extract both the desired data and new hyperlinks
to follow and scrape. This program was written in Python, building off of the pre-existing libraries
urllib2 and BeautifulSoup to generate and send the requests and to parse the returned HTML.
This program is fairly general in that it can be used to scrape data off of most website formats, with
only minor modifications to identify the location and form of the desired data and the particular
links to follow. Indeed, we used the same program with these small changes to scrape user
comments from the Yahoo Finance message boards, demonstrating the flexibility of this technique.
Some websites might require more advanced tools to allow scraping.
Using these techniques we were able to collect 1000 user reviews of Marriott hotels from around the
United States, and a similar number of reviews for competing hotel chains such as Hilton and Best
Western. This collection took under two hours per set.
Each review consists of a review number, date, the review title, review text, and the user’s overall
rating of the hotel on a scale of 1(bad) to 5(excellent). Later data collection runs also collected the
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city, state and zip code for the hotel as well as the reviewer’s name. The initial data set included a
small number of duplicates as well as a small portion of foreign language reviews, all of which were
excluded from the later analysis.
Our sentiment analysis algorithms will be described in the next section. Our main pre-processing
consisted of assigning human ratings to a batch of approximately 150 reviews on a per-sentence
level. 30 These ratings are necessary to train one of our algorithms and to provide a trusted set of
ratings against which to compare our results; in addition the process served to familiarize us with
our corpus and the kinds of reviews we were encountering.
From the 150 reviews, we flagged and removed the duplicates and foreign language reviews. The
remaining reviews were divided into sentences and each sentence was assigned a rating of one,
minus one, or zero, indicating that it carried a positive/negative sentiment or no sentiment at all,
respectively. Finally, we flagged sentences that we thought would be difficult for our algorithms to
correctly analyze (if it contained sarcasm, for example) in order to check against later.

5. Sentiment Analysis using Machine Learning Algorithms
In order to automatically and efficiently parse documents, such as reviews, blog entries and news
articles, we decided to use machine learning models. Machine learning is a scientific discipline that is
concerned with the design and development of algorithms that allow computers to automatically
learn to recognize complex patterns and make intelligent decisions based on data. In our project,
machine learning models were trained and used to recognize the patterns for positive and negative
reviews and to make intelligent decisions of sentiment based on the text.
Applying machine learning models usually involves two phases – learning and inference. In the
following sections, we will first describe the detailed steps involved in learning and inference over the
“Bag-of-Words” Model, which is the primitive model that we applied for sentiment analysis. Then,
we will describe the Dictionary Model, a more accurate model for sentiment analysis.

5.1. Bag-of-Words Model – Learning
The learning phase of the bag-of-words model involves the following steps.
First, we need to have a set of training documents, which is a small set of documents whose
sentiment is annotated manually by human judges. The sentiment is quantified numerically (e.g., -1
as negative and +1 as positive). Then, sentences are extracted from the training documents and
corresponding sentiments are attached to each sentence.
Second, a “bag-of-words” are extracted from the sentences, each is a unique n-gram (n>=1)
appeared in at least one of the sentences. Some post processing is performed over the bag-of-words,
such as trimming, stemming, etc.

30

Big thanks to Josh Newman for these human ratings!
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Figure. The bag of words model.
Third, we extract feature vectors from the bag-of-words and the sentences. Each sentence is
represented by a set of unique n-grams and counts. Each n-gram in the bag-of-words is a unique
feature, which is associated with the counts of the n-gram appear in positive sentences, and negative
sentences.
Finally, we learn a Multinomial Naïve Bayes model from the feature vectors. Intuitively, the learning
algorithm takes into account the counts of an n-gram in the positive and negative sentences and
assigns weights of: given that a sentence is positive (or negative), what is the likelihood that the ngram appears in it. Of course, the algorithm can take more factors into consideration, for example
the frequency of occurrence of an n-gram the training document and count for it using TF/IDF
scores.

5.2. Naïve Bayes Classifier
A Naive Bayes model is a simple classifier based on applying Bayes’ Theorem (Figure below). The
classification label is chosen so that the left hand side conditional probability is maximized.
Equivalently, one can think of the decision as choosing the classification such that it maximizes the
posterior mode. It is important to note that this classification will be applied when a new set of
documents without review polarities arrive (more details will be explain in the next section).
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Figure. Bayes Classification

5.3. Bag-of-Words Model – Inference

The inference phase of the bag-of-words model involves the following steps.
First, we have new documents without human label of sentiment as input, and we extract sentences
from those documents like in the learning phase.
Second, we extract feature vectors for each sentence – the n-grams and their counts.
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Third, given the Naïve Bayes model, which gives us the conditioned probability of n-grams given
positive or negative sentiment, and the feature vector of each sentence, we can infer the sentiments
of the sentence as a numerical value. Once the sentence level sentiments are determined, we can use
different sentiment aggregation methods to determine the overall document level sentiments (to be
discussed in model comparison section).

5.3. Dictionary Model
The dictionary model uses the same learning and inference steps as the bag-of-words model as
described in the previous two sections. The only difference is we replace the bag-of-words with a
manually constructed dictionary that contains words that has sentiment meanings in our particular
domain.
The bag-of-words model suffers from the fact that it counts for all the words in the training
documents, no matter whether they carry sentiment or not. Thus, it happens that some words are
tagged with positive sentiment in the model, just because they are frequent words and there are more
positive sentences then negative sentences in the training documents.
Thus, although it takes more human effort, the dictionary model yield a much more accurate model,
because it restricts the model to be constructed only using the words in the dictionary that truly has
sentiment attach to them. Our results on the hotel review dataset show that the dictionary model can
result in sentiments with 80%+ accuracy.
We expect that this accuracy can be further improved with more engineering effort and natural
language processing techniques. For example, we are planning to add ways to catch negative
sentences, to learn the association of entities with sentiments, and to detect sarcasm, etc.

6. Model Comparison
We aggregate the sentiments from each sentence of the same document/review, to the sentiment of
the whole document /review. Different function can be applied to do this aggregation. The simplest
is to take the sentiment of the first (First) or last (Last) sentence in a document to be the sentiment
of the whole document. We can also take the average sentiment over all sentences (DicAvg). More
complicatedly, we can apply some sort of momentum (mom) (mommix) to capture the sequential
correlations of the sentiment at the sentence level within a document.
The following graph shows the accuracy of the dictionary model with different aggregation
algorithms over sentiment at the sentence level. As we can see, averaging over sentiment of all
sentences in a document is a winner here.
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7. Looking ahead
In this research project, we have investigated extensively existing papers on sentiment analysis and
try to characterize where the technology will be in terms of domain applications and accuracy in five
years. We will first summarize the state of the art technology and then provide our opinions on how
the technology will likely to evolve in the next five years.

7.1. Domain & Accuracy
One commonly used domain for sentiment analysis is product or service reviews. Existing machine
learning algorithms have robust results for these types of sentiments, mainly due to the simple
language structure of these reviews. Despite the nuances of language subtleties in different domains,
the general consensus is that current machine learning algorithms can achieve close to 80% accuracy
for a wide variety of products and services. It is expected with increasing computer powers and more
data available, we will be able to achieve accuracy rate close to 90% in five years. We believe this area
of research and application will continue to thrive since most of the business applications in
sentiment analysis fall in this domain.
A slightly more complicated domain for sentiment analysis is news reports. Various problems arise
when analyzing news: It can be difficult sometimes to differentiate the news reporters’ point of views
from the viewpoints which they quoted. In addition, the viewpoints of the reporters are often more
subtle, since most try to remain impartial in their reporting. These problems might be alleviated if we
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are looking at financial news where institutions such as Reuters or Morningstar give specific
recommendations (e.g. sell, hold, and buy). Generally speaking, analyzing sentiments in a news
report is more difficult than analyzing a product or service review. The current state of the art
accuracy is close to 65%, and we expect accuracy to increase to 70% or 80% in five years.
Finally, analyzing sentiments of a debate or a discourse is the most difficult, the reason being that the
discussions involved are more complex, the arguments are less direct, and multiple views/dialogues
are being expressed simultaneously. The current state of the art accuracy is at 55%, but it is expect to
go up to 70% in five years. It is important to note that this area of application has becoming
increasingly popular when analyzing political debates and public policy discourses. The hope is that
by analyzing the general public’s opinions in advance, policy makers will be able to tailor their
political actions more closely to the wants and needs of the people.

Part C: Visualization & Data Aggregation
In this section, we will investigate several visualization techniques and discuss their ability to assist
decision making. While these ideas are individually simple, the power of data aggregation lies in how
to effectively and creatively combine all these simple ideas.

8. Sentiment dashboard: Heat map
A heat map is a convenient way of summarizing sentiments when geographical data are available.
We created an example heat map visualization for our hotel rating data. This map presents the
average customer ratings of Marriott Hotels per county from a sample of approximately 1000 total
reviews. Possible applications may include:
• Segmentation: Identify which regions have the highest and lowest ratings for customer
satisfaction. This segmentation would help companies to better target and focus where/why they
have competitive edges and deficiencies in a particular region.
• Competitor analysis: Plot the difference of ratings/sentiments against with the competitors.
This would help us to determine market shares, customer base, and customer loyalty in terms of
geography.
• Change of sentiments: Combing with time series data, we will be able to identify seasonal
behaviors of business operations. This approach would allow us to better understand the cyclical
nature of businesses, and is particularly important for the service industries such as hotel chain
and airlines.
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Heat map

9. Sentiment dashboard: Time Series
Time series are particularly helpful when data is available in chronological order. We created a
sample time series graph, comparing a weighted average over time of our predicted ratings to a
similar average of the actual user ratings. The weighted average was computed so as to give the most
recent ratings at a certain time the highest weight, and to down-weight older ratings accordingly.
Each rating is thus weighted exponentially by its age (time between the posting and the evaluation
date). This system also allows the user to set a decay rate, a measure of how quickly a post’s weight
decreases over time. Potential applications may include, but not limited to:
• Market Campaign monitoring: Quantify the success and impact of a market campaign
through correlation study of change of sentiments overtime and sales attributes. Combining with
geographical data and various other individual attributes, we will be able to profile customers who
are most interested in such campaign.
• Crisis Management: Identify which time point the crisis had started. This is very critical for
crisis management because it will narrow the time frame and better identify when and why the
crisis started in the first place.
• Product life cycle: Measure product life cycle by the ratings as well as the volume of discussions.
If either the volume of discussion or ratings is low, it might indicate that either the product has
problems (if the product is new) or the product has reached the end of its life cycle (for existing
products).
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This time series is constructed from Marriott hotel reviews from tripadvisor.com. Data are from February 2002 to
February 2010. This plot uses a decay rate of 100 days.

10.

Sentiment dashboard: Drill down

Drill down is also a very common visualization technique. It allows us to investigate in more details
the “reasons” why individuals express their viewpoints. This tool can be particularly powerful when
used along with higher level aggregation methods we mentioned earlier.
• Competitor analysis: Drill down allows us to look into the actual reviews of individuals. In the
context of competitor analysis, we can identify which products or brands are compared most
frequently with our own. This would help us identify which market player is competing with us and
better devise our strategy to obtain or maintain market shares.
• Crisis Management: Drill down allows us to look into specific comments; we will better
understand the “story” beyond the crisis. We will learn directly from the customers their concerns
and worries. By aggregating all the opinions, we will have a much quicker and accurate picture of
the crisis.
• Product development: Drill down allows us to look more deeply why customers like or dislike a
service or product, apart from the more typical attributes such as price, accessibility, user
friendliness…etc. It provides quick feedback for the designers even when the product is still under
development.
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This drill down application is reference from Radian6, a sentiment analysis company.

11.

Sentiment dashboard: Word clouds

Word clouds have been widely used in many applications because its idea is simple and easy to
implement. A word cloud is simply a collection of words where the size of a word is proportional to
the frequency that the word appears while the colors represent the sentiment polarity of the word.
We created a word cloud from the most frequent words to appear in sentences that our algorithm
characterized as carrying a sentiment. After excluding some frequent but irrelevant words (‘the’,
’and’, etc.) we computed an average score for the remaining relevant words as the average score of all
the rated sentences in which they appeared.
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This word cloud was constructed from Marriott hotel reviews from tripadvisor.com. At a quick
glance, we can see that the general service is good, and the rooms are clean. It also indicated that
parking might be inconvenient and there are occasionally noises. This is a rather high level
representation of the viewpoints, so to learn the details, one might be interested in using the drill
down mentioned earlier.

Conclusion
Sentiment analysis offers the capability to track sentiments over time, geographies, data sources etc.
at a summary level by aggregating the data across these dimensions. It also provides easy access to
the detailed transaction level data for deeper analysis, all in one easy to use online interface. With
this data at their fingertips, marketing, corporate strategy and PR teams can perform more
meaningful and accurate analysis.
The abundant avenues for social media and the corresponding exponential growth in online social
activity have been a double-edged sword for teams managing brands and reputations, be it for
products or people. The opportunities to reach a focused and targeted set of users have never been
more available. Consequently, it is all the more difficult to manage brand equity given the ease with
which a negative sentiment can spread virally online.
With the online data growth showing no signs of slowing down, a business intelligence strategy that
covers sentiment analysis is a necessity for today’s corporations. We believe that this technology to
monitor and manage online sentiment can provide an enormous business and competitive advantage
to companies.
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